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What would you do if you wanted to study and learn about what is computable – what can be precisely 
calculated, or determined with a defined process or an algorithm – but modern day computers weren’t 
invented yet?  What if you wanted to study what computers were capable of in principle, without 
limiting yourself to the technology available today?  What if you wanted to know the theoretical limits of 
what computers can do, or what can be computed at all? 
 
Faced with these challenges, in the 1930s Alan Turing (1912-1954) invented what are now called “Turing 
machines” – abstract mathematical “machines” (mathematical models) that are built up using simple 
rules yet are incredibly adaptable to performing all sorts of computations. 
 
Because they enable a simple mathematical description for something that can perform complex 
computations, they are a powerful tool for understanding what can be computed, and are instrumental 
in computability theory and many other areas of mathematics and computer science. 
 
 

What is a Turing machine? 
It is a mathematical model, a “virtual machine,” represented by a system of rules and instructions. 
This model consists of: 
S     – A finite set of states.  The system/machine is always in exactly one state at any given time. 
A     – An alphabet of symbols.  These are input/output symbols that the machine can read/write and 

process.  The alphabet must include a “blank” symbol. 
L  – A list of instructions of how to react to a symbol based on the current state.  Each listed 

instruction will indicate the machine state and symbol read when it applies, what symbol to 
write on the tape (if any) and which direction to go next. 

s0  – An initial state.  The specific state the system starts in as it reads the first symbol of the input. 
 
These four things together comprise the Turing machine. 
 

Input and processing: 
Once you have a model for your Turing machine, you can give it an input to process and perform a task 
or computation.  
I – The input is a (finite) string of symbols from the alphabet A. 
T – The input is printed on an “endless” tape.  The machine moves along the tape, moving back 

and forth, reading/writing one symbol at a time, making changes to the tape and its current 
state as necessary – as indicated or not by the list of instructions.  Note that except for the finite 
input, the tape is fill out with (infinitely many) of the “blank” symbols. 

 
So a Turing machine is a mathematical system that reads an input string off of a tape and then follows 
the corresponding instruction (to possibly change a symbol, and then move right or left) based on its 
current state at a given time and the symbol it has just read. 
 

Examples: 
Cool, interactive Turing machine websites to play with** – note you can write your own programs too! 
http://db.ing.puc.cl/turingmachine/ And  http://morphett.info/turing/turing.html 
An example of a mechanical Turing machine: http://aturingmachine.com/ 

And an example of a LEGO Turing Machine! http://vimeo.com/44202270 
**See the appendix for tips on creating a state diagram to help analyze a Turing machine at each step. 

http://db.ing.puc.cl/turingmachine/
http://morphett.info/turing/turing.html
http://aturingmachine.com/
http://vimeo.com/44202270


 
Different kinds of Turing Machines: 
The standard Turing machine we’ve talked about can be modified, by having more than one tape to 
work with, making the tape finite in one direction (so it has a ‘beginning’ but not an ‘end’), allowing for 
more than one read/write location, and other modifications to the basic idea we’ve discussed here. 
 
There’s also something called a universal Turing machine.  It is a special Turing machine whose program, 
or list of instructions, is designed to read another Turing machine as an input and mimic it, performing 
the same computations on an input tape that the input program would. 
 

Aside: 
A Turing machine will only have a finite number of symbols at any given time, but it is possible that it will 
encode a never ending process.  Our Turing machine could get “stuck” in an infinite loop or start a task 
that never ends.  (As examples, some machine T1 might start repeatedly adding a symbol to the end of a 
string over and over and over without stopping, while another machine T2 might start multiplying an odd 
number by 3 until it gets an even number as a result, which will never end since odd times odd is odd.) 
 

Important Strengths of Turing machines: 
- Turing machines, especially universal Turing machines, can simulate any program or even 

modern computers.  So in theory they can compute anything that a modern computer can. 
- Different forms of Turing machines, such as with additional tapes or multiple read/write heads, 

are actually equivalent.  Making the changes to them discussed at the top of this page neither 
strengthens nor weakens their computational power and ability. 

 

Important Limitations of Computers, not just Turing machines: 
- The Halting problem 

o Question: Is it possible to have a computer program that checks other computer 
programs for infinite loops?  Since Turing machines and computer programs are 
equivalent, this is the same as asking: is there a universal Turing machine U which can 
read any Turing machine/ computer program T with an input x for T and determine if 
the process T with input x stops?  In other words, is there some U that can always 
answer the question “Does T(x) halt?” 

o Answer: No. Unfortunately, it’s impossible to make such a program! 
o Proof (by contradiction): Suppose there is such a universal machine H(T,x) that reads any 

universal Turing machine T with input x and answers the question “Does T(x) halt?” by 
outputting “stops” for yes and “loops” for no.   

 Now make a new program, the universal Turing machine K, that given T will do 
the opposite of what H(T,T) says: if H(T,T) = “stops” then K(T) loops forever, and 
if H(T,T) = “loops” then K(T) halts.  So K(T) does the opposite of what H(T,T) says. 

 So now what happens when we submit K as the input to K itself?  K(K) = ??... The 
short answer is that we get a problem – a contradiction in fact: 

 If H(K,K) = “stops” then K(K) loops forever so H(K,K) = “stops” is wrong! 

 If H(K,K) = “loops” then K(K) stops, so again H(K,K) is wrong since it said 

“loops.”    → In either case H(K,K) is wrong! 

 Since H(K,K) is wrong no matter what it says, then H cannot possibly do what we 
assumed.  So, by contradiction of our assumption, no such Turing 
machine/program is possible!! 

o This is a very important result in computability.  



- Some kinds of functions are uncomputable because they grow too quickly; they grow faster than 
any computable function.  I won’t get into it today, but the “Busy Beaver” function is an 
example of this. 

 

References and Resources: 
In addition to Wikipedia, you can also check out this good, free online reference: 
http://plato.stanford.edu/entries/turing-machine/ 
 
Performing different Google searches involving “Turing machine” (including “Turing machine examples” 
or “Turing machine simulator” or “Turing machine video” or “Turing machine tutorial”) will return many 
good results as well.  
 
I also found additional information (and the problems I handed out) in a chapter on Turing machines 

from the textbook Discrete Mathematics and Its Applications by Kenneth H. Rosen.  Personally, I 
liked this textbook as an introductory (college level) book.  One of the cool things about discrete 
mathematics books is that because of the nature of the topics involved, usually no background in 
calculus or linear algebra is necessary. This book also covers a lot of fundamental math topics that are 
good to learn about explicitly, like logic, sets, functions, relations , etc. 
 
Rosen’s text covers many topics, but it only has a single subchapter on Turing machines.  There are also 
many excellent of Turing machines in other books. 
 
 
For questions, of any sort, please feel free to contact me at bschiffman@math.ucdavis.edu, and I will get 
back to you as soon as possible. 
 
 
 

Appendix – State Diagram: 
When examining a specific Turing machine, it is often very helpful to construct the corresponding state 
diagram, and follow it as the machine runs.  To construct the state diagram, create a node for each 
possible “state” in list of commands/instructions for your Turing machine.  For each 
command/instruction in the list corresponding to a given state draw a corresponding arrow to the node 
representing the state the Turing machine subsequently takes.  Once you have this state diagram, it is 
easier to track how a Turing machine is “behaving” as it reads a sequence of symbols. 
 
Hopefully this appendix on drawing state diagrams helps when looking at the example Turing machines 
you come across,  or when writing your own!  To learn more you can also search for “state diagrams” 
and “finite automata.” 

http://plato.stanford.edu/entries/turing-machine/
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